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Abstract. Process mining aims at discovering processes by extracting knowledge from event logs. Such
knowledge may refer to different business process
perspectives. The organisational perspective deals,
among other things, with the assignment of human
resources to process activities. Information about the
resources that are involved in process activities can be
mined from event logs in order to discover resource assignment conditions. This is valuable for process analysis and redesign. Prior process mining approaches in
this context present one of the following issues: (i)
they are limited to discovering a restricted set of resource assignment conditions; (ii) they are not fully
efficient; (iii) the discovered process models are difficult to read due to the high number of assignment
conditions included; or (iv) they are limited by the assumption that only one resource is responsible for each
process activity and hence, collaborative activities are
disregarded. To overcome these issues, we present an
integrated process mining framework that provides extensive support for the discovery of resource assignment and teamwork patterns.

1

Introduction

Business process management is a well accepted
method for structuring the activities carried out in
an organisation, analysing them for efficiency and
effectiveness, and identifying potential for improvement [6]. Processes are not always explicitly defined,
which calls for a means to discover the implicit rules
according to which the processes are executed. Process mining provides different methods, among others, for automatically discovering processes by extracting knowledge from event logs in the form of a
process model. Various algorithms are available to
discover models capturing the control flow of a process [1]. For other perspectives, specifically involving
human resources1 , only partial solutions for mining
have been developed, even though resource information is not only important for performance but also
for compliance analysis [3, 4]. There is a need to better support this organisational perspective by mining resource-related process aspects. This is acknowledged by different approaches that mine this perspective [10, 14]. Works in this area, however, focus on
specific aspects of the organisational perspective such
as role models, separation of duty or social networks.
1 We

use the term ”resource” to refer to ”human resources”.

None of the prior works offers a comprehensive and
integrated support for the well-established workflow
resource patterns [11] and insights into the interplay
between organisational and control-flow aspects [8],
also known as cross-perspective patterns. In [13] we
addressed this research gap by developing an integrated declarative process mining approach for the
organisational perspective. It supports (i) all creation aspects of the workflow resource patterns and
(ii) cross-organisational patterns. Figure 1 illustrates
its subdivision into an event log pre-processing phase,
a phase for integratedly mining resource assignments
as well as cross-perspective patterns, and a model
post-processing phase.
The mining of resources is usually restricted by the
assumption that individual activities are performed by
exactly one person. However, in domains like healthcare, software development, and knowledge-intensive
processes in general, most of the activities are carried out collaboratively, such that several human resources are involved with working on a single activity. Domains in which collaborative work is frequent
can greatly benefit from mining team compositions,
which unveil the capabilities and organisational relations of the team members [5]. Such approaches
for mining collaborative work in business processes
are currently missing. In [12], we addressed this research gap by extending the proposed declarative process mining framework [13] towards the integration of
collaborative activities. The approach comprises two
steps: it first extracts the teams participating in a
collaborative activity from an event log and then discovers the overall characteristics of the team members
in terms of the skills, organisational roles, etc., that
are present in the team; afterwards, a two-step postprocessing phase derives the most informative team
compositions including the distribution of the discovered characteristics among the team members.
The approches for mining individual resource assignments and teamwork have been evaluated in terms
of (i) feasibility, by means of a proof-of-concept implementation; (ii) performance, by conducting simulation experiments; and (iii) applicability, by using
the approaches on real-life event logs.
This paper is structured as follows: Section 2 introduces the target expressiveness of our mining framework as well as the data sources we use. Section 3
describes the target language we use to represent the
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Figure 1: Efficient framework for discovering resource assignment rules for individual activities [13]
mining results. In Section 4 we describe our approach
for discovering resource assignment patterns. Section
5 gives an overview of the teamwork mining approach
and the paper is finally concluded in Section 6.

2

Fundamentals

The well-known workflow resource patterns [11] capture the various ways in which resources are represented and utilised in business processes. The creation
patterns are of specific interest to our research since
they describe different ways in which resources can
be assigned to activities. These patterns, which will
be referred to as organisational patterns from now on,
include: Direct Distribution, or the ability to specify at design time the identity of the resource that
will execute a task; Role-Based Distribution, or the
ability to specify at design time that a task can only
be executed by resources that have a given role; Organisational Distribution, or the ability to offer or allocate activity instances to resources based on their
organisational position and their organisational relationship with other resources; Separation of Duties,
or the ability to specify that two tasks must be allocated to different resources in a given process instance; Case Handling, or the ability to allocate all
the activity instances within a given process instance
to the same resource; Retain Familiar (a.k.a. Binding of Duties), or the ability to allocate an activity
instance within a given process instance to the same
resource that performed a preceding activity instance;
Capability-Based Distribution, or the ability to offer
or allocate instances of an activity to resources based
on their specific capabilities; Deferred Distribution, or
the ability to defer the specification of the identity of
the resource that will execute a task until run time;
and History-Based Distribution, or the ability to offer or allocate activity instances to resources based on
their execution history; Note that the creation patterns Authorisation and Automatic Execution are not
in the list because they are not directly related to resource assignment;
It has been identified that process control flows are

intertwined with dependencies upon resource characteristics [8]. For instance, sometimes an activity must
be executed eventually before another one for specific
resources but not for others. As an example, resources
with a certain role (e.g., trainees) must always perform a certain activity (e.g., double-check result) before they can continue. This might not be required for
other roles (e.g., supervisors). We call this pattern
Role-Based Sequence. A specific collection of such
cross-perspective patterns capturing these situations
has not been defined. Nonetheless, in general, they
can be specified by combining the aforementioned organisational patterns with the control-flow patterns
described in [2]. The Resource-Based Response pattern, e.g., describes that for a specific resource a certain activity has to eventually follow another activity.
The organisational and the cross-perspective patterns
constitute the set of patterns to be discovered by our
framework.
Our mining approaches take as input (i) an event
log, i.e., a machine-recorded file that reports on the execution of tasks during the enactment of the instances
of a given process; and (ii) organisational background
knowledge, i.e., prior knowledge about the roles, capabilities and the membership of resources to organisational units, among others.

3

Target Language

The modelling language to represent the discovered
patterns must offer the possibility to define (i) expressive organisational patterns and (ii) cross-perspective
patterns. Two different representational paradigms
for process models can be distinguished: procedural
models describe which activities can be executed next
in a process; declarative models define by means of
rules the execution constraints that the process has to
satisfy [2]. Current procedural languages like BPMN
put a strong emphasis on control flow and assume
other perspectives to be specified separately. Crossperspective patterns cannot be readily modelled [7].
Declarative process modelling does not limit the number of perspectives involved in the constraints defined.

However, a central shortcoming of existing languages
like Declare [2] is that they are not provided with the
capability to directly define the connection between
the process behaviour and other perspectives. We will
use DPIL [15] for modelling the output of the mining
because it supports multiple perspectives including
the behavioural and the organisational perspectives,
as well as the interplay between them. DPIL is expressive enough to cover the workflow patterns [15].
Nonetheless, the concepts of our approach are generic
so that other declarative languages could also be used
as long as they provided support for the modelling of
our target patterns.
In order to express organisational information,
DPIL builds upon a generic organisational meta
model. It comprises the following elements: Identity
represents agents that can be directly assigned to activities, i.e., both human and non-human resources.
Group represents abstract agents that may describe
several identities as a whole, e.g., roles or groups.
Relation represents relations (RelationT ype) that
may exist between these elements. Thus, relations
like ”a person is the boss of another person” or ”a
person belongs to a certain department” can easily
be modelled. In this context, relations are generally
irreflexive. A relation is irreflexive if an element cannot be in relation to itself. The supervisor relation,
e.g., is irreflexive, since a person cannot be their own
supervisor. In addition, some relations may be transitive. A relation is transitive if whenever an individual
i1 is related to another individual i2 with that relation, and i2 is in turn related to a third individual i3
with the same relation, then i1 is also related to i3 .
For instance, the supervisor and delegate relations are
typically transitive because organisations are usually
hierarchically structured.
DPIL provides a textual notation based on the use
of macros to define reusable rules. For instance, the
sequence(a, b) macro states that the existence of a
start event of task b implies the previous occurrence
of a complete event of task a; and the role(a, r) macro
states that an activity a is assigned to a role r. Figure 2 shows an example of a process for trip management modelled with DPIL. It specifies that it is
mandatory to approve a business trip before flight
tickets can be booked. Moreover, it is necessary that
the approval be carried out by a resource with the role
Professor.

4

Analysing Resource Assignments

In this section we describe our approach to discover
organisational and cross-perspective patterns. First,
we describe how rule candidates are generated and
checked. Then, we classify them according to support
and confidence values. Finally, we present a catalogue
of rule templates that covers the target expressiveness.

use group Professor
process BusinessTrip {
task Book flight
task Approve Application
ensure role(Approve Application, Professor)
ensure sequence(Approve Application, Book flight)
}

Figure 2: Process for trip management modelled with
DPIL

4.1

Resource Assignment Rule Discovery

Declarative process modelling languages like DPIL
are based on so-called rule templates. A rule template captures frequently needed relations and defines
a particular type of rules. Unlike concrete rules, a
rule template consists of placeholders, i.e., typed variables. A rule template is instantiated by providing
concrete values for these placeholders. For instance,
the model described in Fig. 2 makes use of two rule
templates represented by the macros sequence(T1 ,T2 )
and role(T ,G). These templates comprise placeholders of type Task T as well as Group G. In all wellknown declarative process mining approaches, rule
templates are used for querying the provided event
log to find solutions for the placeholders. A solution
is any combination of concrete values for the placeholders that yields an actual rule satisfied in the event
log. First, all possible rules need to be constructed by
instantiating the given set of rule templates with all
possible combinations of occurring process elements
provided in the event log. For example, the sequence
template consists of two placeholders of type T ask.
Assuming that |T | different tasks occur in the event
log, |T |2 rule candidates are generated. The resulting candidates are subsequently checked w.r.t. the log.
Checking rule candidates as described above provides
for every candidate the number of instances, i.e., the
traces in the event log where it holds. Based on these
values it is possible to classify rules and to separate
non-valid from valid ones.
Maggi et al. [9] adopted different metrics, specifically support (supp) and confidence (conf ) for
evaluating the relevance of rule candidates. Let |Φ|
be number of traces in an event log Φ. Let |σnv (r)|
be the number of traces in which a rule r : A → B
is satisfied. The support supp(r) and confidence
conf (r) values of a rule r are defined as:
supp(r ) :=

|σnv (r )|
|Φ| ,

conf (r ) :=

supp(r )
supp(A)

We make use of the confidence value to classify
a rule candidate r as a valid rule (i.e., satisfied
in almost all traces) or a non-valid rule (i.e., violated in most of the recorded traces). Therefore,
the threshold minConf is introduced to classify rule
candidates. Candidates r with conf (r ) ≥ minConf
are classified as valid. All rule candidates r with

conf (r ) < minConf are non-valid rules and are not
part of the resulting process model. Using the confidence values of rule candidates it is directly possible
to generate a DPIL process model reflecting organisational and cross-perspecitve patterns.

4.2

Templates of Organisational Patterns

Since DPIL builds upon a flexible organisational meta
model, it is possible to define rule templates that describe many aspects of the organisation. By instantiating these rule templates with all possible parameter
combinations of defined resources, groups and relation
types, it is possible to generate rule candidates that
focus on the organisational perspective of the process
to be analysed. These candidates can then be checked
under consideration of the event log and the organisational model.
In the following we define rule templates and their
macros for our target set of patterns. First of all,
we distinguish between templates for organisational
patterns and templates for cross-perspective patterns.
The former are, in turn, divided into two groups based
on the types and number of parameters: rule templates related to a single task and rule templates related to more than one task. We provide representative examples for each group of rule templates that
cover frequently needed organisational information.
Note that, besides the templates described next, further templates could be defined individually to cover
the analyst’s needs.
The first group includes rule templates that define
organisational patterns referred to one process activity. The Direct Distribution pattern can be extracted
with the direct(T ,I) template. Given the free variables T and I and an event log with |T | distinct tasks
and |I| distinct resources, there are |T | · |I| candidates
to be checked.
direct(T,I) iff start(of T) implies start(of T by I)

The Role-Based distribution pattern can be extracted with the role(T ,G) template. Here, rule candidates for every task and group combination are generated, i.e., |T |·|G| rule candidates need to be checked.
role(T,G) iff start(of T by :p) implies
relation(subject p predicate hasRole object G)

The Capability-Based distribution pattern can be
extracted with the capability(T ,RT ,G) template. A
capability is represented by a relation of an individual to a group, e.g., i1 hasDegree ComputerScience.
According to the placeholders, |T | · |RT | · |G| candidates are generated.
capability(T, RT, G) iff start(of T by :p) implies
relation(subject p predicate RT object G)

The assignment of resources based on organisational positions of individuals, described by the
Organisation-Based Distribution pattern, can be extracted with the orgDistSingle(T ,RT ,G) template.
Here, |T | · |RT | · |G| rules must be checked.

orgDistSingle(T, RT, G) iff start(of T by :p) implies
relation(subject p predicate RT object G)

The second group includes rule templates that define organisational patterns referred to several tasks.
The Separation of Duties pattern can be extracted
with the separate(T1 ,T2 ) template. For this template,
|T |2 candidates need to be checked.
separate(T1,T2) iff start(of T1 by :p) and start(of T2)
implies start(of T2 by not p)

The Retain Familiar pattern can be extracted with
the binding(T1 ,T2 ) template. Similarly to the previous
case, |T |2 candidates need to be checked.
binding(T1,T2) iff start(of T1 by :p) and start(of T2)
implies start(of T2 by p)

The Case Handling pattern can be extracted with
the caseHandling template. Here, |T | candidates have
to be checked.
caseHandling iff forall(task T start(of T) implies
start(of T by :p))

Resources can also be assigned to tasks according
to their organisational relation with the performers of
other process activities, e.g., an approval task might
be assigned to people that can supervise the work done
by the performers of a previous task. This is covered
by the Organisation-Based Distribution pattern and
can be extracted with the orgDistMulti(T1 ,T2 ,RT )
template where variable RT specifies the type of relation between the two individuals involved. There
exist |T |2 · |RT | rule candidates.
orgDistMulti(T1,T2,RT) iff start(of T1 by :p1) and
start(of T2 by :p2) implies
relation(subject p1 predicate RT object p2)

A cross-perspective rule describes a temporal dependency or constraint between tasks but only applies for a certain set of identities, like in the following examples. Note, that other well-known controlflow patterns described in [2] can be defined in a similar way. The Role-Based Sequence pattern can be
extracted with the roleSequence(T1 ,T2 ,G) template.
Here, |T |2 · |G| candidates need to be checked.
roleSequence(T1,T2,G) iff start(of T2 by :p at :t) and
relation(subject p predicate hasRole object G)
implies complete(of T1 at < t)

5

Mining Teamwork Patterns

In this section, we describe our approach to automatically discover team compositions from event logs. For
preparing and representing the mining output, we rely
again on the DPIL mining framework and the organisational rule templates. An example is depicted in
Fig. 3. From the first mining step three different
teams are extracted from an event log for a collaborative activity A. After analysing the teams against
the existing background knowledge from the organisational model, the team characteristics role Doctor,
role Nurse and capability Blood Test are discovered for
these teams. Finally, the post-processing phase con-
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Figure 3: Approach for mining team compositions [12]
cludes that the teams performing that activity must
always include a specific person ? who, in turn, is a
doctor; at least one nurse; and at least one person
that can perform blood tests.

5.1

Extraction of Discriminative Teams
and their Characteristics

The first step is to extract the different sets of participants that are needed to perform the different process
instances. For every trace we extract the set of distinct individuals that are associated with at least one
of its events. The result of the scan of an event log
with n different traces is a set of distinct teams.
The set of frequent teams already provides valuable insights into the operation of a business process.
However, it does not help managers to learn how they
can compose teams in a potentially more effective way.
Therefore, the next step of our approach focuses on
the mining of frequent team characteristics. To this
extent, we make again use of the DPIL mining framework and its concepts of rule templates with certain
placeholders. In contrast to our previous approach,
which mines for resource assignment rules for each single task, here we abstract from the tasks and search for
assignment rules that refer to a complete sub-process.
Hence, the parameter referring to a task in the rule
templates can be omitted. This way, the direct template, e.g., results in the following definition:
direct(I) iff event() implies event(by I)

The approach is visualized in Fig. 4. It illustrates
the complete mining procedure by example direct and
role rule candidates and different team compositions.
For example, this means that a direct(i1 ) rule holds
true for a certain process if individual i1 performs at
least one task in every instance of the collaborative
activity. Therefore, mining teamwork aspects reduces
the number of candidates for the direct template to nI
rules to be evaluated. Evaluating rule candidates as
described above yields for every candidate the number

of traces in the log where it holds. In order to judge
the relevance of the rules, we adopt similarly to Section 4 the support and confidence thresholds concepts
to evaluate the relevance of rule candidates.

5.2

Post-Processing

Extracting the characteristics of the team members
is not sufficient to describe how the team is actually
composed. In order to compose a new team it is necessary to know how the characteristics are distributed
among the team members. For instance, the results so
far only say that at least someone in every team has
the extracted characteristics. However, it is not clear
how many persons in a team have a certain characteristic and which of these characteristics are maybe
fulfilled by one and the same person, i.e., overlapping
characteristics. In the following, we briefly describe
two post-processing steps to define more precisely the
way in which a team is composed for a collaborative
activity. Each of these steps introduces precision but
also computational complexity.
In a first step we move from analysing at team level
to analysing at resource level. Specifically, we count
for each characteristic among those extracted for the
teams the number of team members that fulfil it. The
outcome is the minimum number of persons that fulfil
each characteristic, i.e., a rule within a team. The result is more informative than the initial one because
it adds cardinality to the extracted characteristics.
However, it is done only at an individual level, i.e.,
for each single characteristic. Since one single person
may have several of the characteristics discovered, in
a last step we consider all the possible combinations
of characteristics and we check each of them for every
member of the team. The outcome is the set of overlapping rule sets with the number of resources that
must have each set of characteristics within the team.
This offers a more detailed view of the team composition.

6

Conclusion and Outlook

In this paper we presented an integrated process mining framework to efficiently discover resource assignment patterns as well as team attributes and composition patterns of collaborative activities in business processes. The framework builds upon a declarative process mining technique focusing on the process resource perspective. In [12, 13] we showed the
applicability and success of the approach with real
life event logs and case studies. In all application areas we showed that resource mining provides interesting insights in the way resources are involved, how
teams are composed and how collaborative work is
performed. In future work we want to apply our mining approaches on event logs from additional domains
like hospital logs, and use the results for different purposes, e.g., for checking compliance rules with respect
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